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What is PRiME?

PRiME is a global training and certification program 

for monitoring and evaluation (M&E) in rural 

development.

It was launched in 2017 by IFAD and the Centers 

for Learning on Evaluation and Results (CLEAR).

It is headquartered at the CLEAR Center for Latin 

America in Mexico City.



About CLEAR

The CLEAR initiative was launched in 

2010 to improve the impact of 

development interventions and funding.

CLEAR works with strategic partners and 

clients to strengthen M&E capacities in 

developing countries.



CLEAR is a global network 
with 6 regional centers



Introductions and Course 

Overview 



Introductions

Name

• Location

• Brief description

• Role

Any M&E experience?

Project



Course Overview
Module 1: 

Introduction to Impact Evaluation

Module 2: 

Experimental Evaluations

Module 3:

Non-Experimental Approaches – Part I

Module 4: 

Non-Experimental Approaches – Part II

Module 5: Challenges in Evaluating 

Agricultural Projects and Case Studies

Course Structure



Course Overview
Course Objectives:

Understanding the importance and types of questions impact evaluations 

can answer

Understanding key concepts of impact evaluations (e.g. counterfactual, 

treatment and control groups, randomization, impact calculation)

Understanding when and how to use each approach (experimental 

evaluation, regression discontinuity design, instrumental variable, 

difference-in-differences, and matching)

Understanding the main challenges in evaluating agricultural projects



What are your 

expectations for the 

course?

Course 
Expectations



Schedule

Day 1 Day 2 Day 3 Day 4 Day 5
Monday, 6 May 2019 Tuesday, 7 May 2019 Wednesday, 8 May 2019 Thursday, 9 May 2019 Friday, 10 May 2019

9:00-9:30
Overview of IFAD-CLEAR 

Training

Experimental Evaluations –
Part I

Regression Discontinuity Matching – Part I
Challenges in Evaluating 

Agricultural Projects
9:30-11:00

Impact Evaluation 
Fundamentals and Concepts 

– Part I

11:00-11:20 Coffee break Coffee break Coffee break Coffee break Coffee break

11:20-13:00
Impact Evaluation 

Fundamentals and Concepts 
– Part II

Experimental Evaluations –
Part II

Instrumental Variable and 
Encouragement Design

Matching – Part II Case Studies– Part I

13:00-14:30 Lunch Lunch Lunch Lunch Lunch

14:30-16:30 Impact Evaluation 
Fundamentals and Concepts 

– Part III

Experimental Evaluations –
Part III

Difference-in-Differences

Difference-in-Differences with 
Propensity Score Matching

Case Studies – Part II

16:30-17:00
Approaches Review and 

Comparison
Reflections

17:30 - 19:00 Land Tenure

TBD Dinner

Free time Dinner Compulsory activities



Course format

Presentations 

Group exercises

Plenary exercises

Case studies
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Course Overview

Module 1: 

Introduction to Impact Evaluation

Module 2: 

Experimental Evaluations

Module 3:

Non-Experimental Approaches – Part I

Module 4: 

Non-Experimental Approaches – Part II

Module 5: Challenges in Evaluating 

Agricultural Projects and Case Studies

Day 1



Introduction to Impact Evaluation

✓ Theory of change

✓ M&E Fundamentals Refresher

✓ Components for program evaluation

✓ Impact evaluation: importance, 

questions it can answer, 

use of results and estimated 

parameters

✓ Limitations of non-rigorous but 

commonly used methods

✓ Causality

✓ Counterfactual

✓ Selection of a 

comparison group

✓ Group exercise
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Theory of Change:

The theory of change is a visual, structured 

way of outlining the steps needed to achieve 

an intervention results. 

• It outlines how and when change happens in a 

project.

• It is essential to intervention design and also 

useful for its implementation and evaluation.

Without a theory of change: 

Inputs

Resources

Activities

Results



When constructing the theory of change, we start 

with a situational analysis:

• What is the problem we are trying to solve?

• What is the context of the problem? 

• What are potential solutions to the problem?

Theory of change: 

situational analysis 



Once a project is proposed, next we consider its implementation.

The theory of change implementation sequence is:

Theory of change: implementation

Inputs

Activities

Outputs

Outcomes

Goal

Assumptions



Theory of change 

Steps in the theory of 

change are connected 

through causal chains.

• Causal chains are a 

series of “if-then” 

statements.

• Example: if we see X, 

then we should expect 

Y. 

Along each step in the 

theory of change, it is 

important to consider the 

assumptions.

• What must happen in 

order for the project to 

reach the next step? 

• What are the potential 

risks?

• What might go wrong? 



Theory of change 
Steps:

Inputs

• Definition: resources needed to implement the project activities.

• Examples: funds, supplies, staff.

Activities

• Definition: actions taken by project implementers, which are required 

to deliver the outputs.

• Examples: developing and delivering a training program for farmers, 

constructing a road, providing subsidies for fertilizer acquisition by 

apple growers.

Outputs

• Definition: direct products or services of project activities delivered.

• Examples: farmers trained, km of roads constructed, amount of 

fertilizers acquired by apple growers.



Theory of change 

Steps (cont.):

Goals

Definition: longer-term improvements in livelihood.

Examples: increased household income, lower rural poverty.

Outcomes

• Definition: changes that occur when beneficiaries make 

use of new skills, practices, and/or resources through the 

project.

• Examples: farmers’ new skills, use of the new road, 

changes in production decisions.

Impact is a measurable outcome or goal that is the direct 

result of the development intervention. 



Theory of change

Input Activities Output Outcome Goal

Input Activities Output Outcome Goal

Input Activities Output Outcome Goal

We can use the theory of change to conceptualize project 

success and failure:

Successful project:

Implementation failure:

Theory failure:



Theory of change: example

Example: Financial Literacy Training Program

The government of a country is concerned that people living in rural 

areas are not taking up available financial services;

A preliminary needs assessment shows that financial 

literacy in the area is low;

The government decides to implement a financial literacy training 

program, aimed at the heads-of-households in the region;

The objective of the program is for beneficiaries to improve their financial 

decision-making, and subsequently increase household incomes. 



Theory of change: example

• Trainers 

• Training 

Facilities

• Marketing 

Materials 

• Course 

Materials  

• Offering 

Training 

• Delivering 

Training 

Beneficiaries 

trained in 

financial 

literacy 

Beneficiaries gain 

knowledge & skills 

in financial literacy 

Beneficiaries 

improve financial 

decision-making 

Beneficiaries 

increase 

their 

incomes

Sufficient # 

of high-quality 

trainers 

Participants 

regularly 

attend the 

training 

Training 

content was relevant, 

no barriers

to decision-making

No external 

shocks
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INPUTS ACTIVITIES OUTPUTS OUTCOMES GOAL

Example: Financial Literacy Training Program



Exercise 1:
Theory of Change

A development agency is planning an 

intervention for smallholders in a rural

economy formed by three components: 

• Alleviate logistic bottlenecks;

• Increase access to markets;

• Distribute chemical fertilizer plus 

basic information on how to use it. For this exercise and the following ones, 

we focus on the third component of the 

intervention (fertilizer + information); 

Fertilizer use is expected to boost 

agricultural production and income of 

rural households.

Context:



Exercise 1: Theory of Change

In groups, discuss:

Part I: Situational Analysis

What is the problem that the project component is attempting to 

address?

What is the context of the problem?

What are potential solutions to the problem?

What are potential challenges?



Exercise 1: Theory of Change

In groups, using the provided template and cards discuss:

Part II: Implementation

What inputs are necessary to implement the project component?

What activities need to be completed in order to 

successfully implement the project component?

What outputs will signal successful implementation?

What changes (outcomes and goals) do you 

expect to see among project beneficiaries?

What assumptions must hold?



SUGGESTED READINGS

The following impact evaluations conducted by the Independent Office of 

Evaluation (IOE) of the International Fund for Agricultural Development 

(IFAD) provide examples of how the theory of change can inform evaluations 

in practice: 

• The Philippines, Irrigated Rice Production Enhancement Project (IRPEP) 

(2017) - Impact Assessment Plan

• Georgia, Agricultural Support Project (2017)

• Republic of Mozambique, Sofala Bank Artisanal Fisheries Project (2016)

• Republic of India, Jharkhand-Chhattisgarh Tribal Development 

Programme (2015)
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M&E 
Fundamentals 
Refresher

What is a LogFrame?

How is it related to the theory of change?

What are its components



Recall the sample format of the LogFrame:

M&E Fundamentals Refresher

Summary/Name Indicator Means of 

Verification 

Risks/Assumption

Impact/Goal 

Outcomes

Outputs

Activities 

Inputs



M&E 
Fundamentals 
Refresher

What is an indicator?

What are the desirable 

qualities of indicators?



Recall that indicators should be:

– Specific: precisely defined, easily understood objectives.

– Measurable: progress toward objectives can be measured 

and verified. 

– Achievable/Attainable: expectations and objectives are 

accomplishable given the environment, existing resources, 

and time within the project cycle.

– Relevant: project indicators are reflective of goals and 

objectives; immediate use to optimize project performance.

– Timely: clear statements of when objectives will be 

accomplished, ability to assess at desired frequency.

M&E Fundamentals Refresher



M&E 
Fundamentals 
Refresher

What is the difference 

between monitoring and 

evaluation?



Recall that…

Monitoring Evaluation 

Ongoing data collection Time-specific data collection 

Is the project being implemented according to 

plan?

Is the project: relevant, efficient, effective, 

sustainable?

Is there an impact that can be attributed to the 

project? 

Almost always internal Can be internal or external 

Informs ‘real-time’ decision-making for current 

projects; provides implementation lessons for 

future projects 

Informs current project redesign and/or 

expansion; informs future project designs 

M&E Fundamentals Refresher



M&E 
Fundamentals 
Refresher

How are theory of 

change, LogFrame and 

indicators related to 

monitoring and to 

evaluations?
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Company Address Goes Here

Components of program evaluation

Basic elements of program evaluation:

•Question(s) to be answered

Related to the purpose of the evaluation and the use of its results in 

practice

•Outcome of interest

Refers to the outcomes we are interested in investigating (e.g. impact 

indicators)

•Evaluation design

Refers to the type of evaluation and the methodology that will be used
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Components of program evaluation

The definition of questions to be answered by a program evaluation 

depends on the program design and information needs:

Examples:

•Are the program activities being executed as planned?

•Do the products delivered have the intended quality?

•Is the program reaching its intended target?

•What are the program’s impacts?

•Is the program cost-effective?

The questions to be answered will define which outcomes of interest 

should be analyzed and the type of evaluation to be conducted. 



• Impact evaluation is a very important tool in the 

context of evidence-based policy making.

 Increasing demand for accountability, 

efficiency and efficacy.

• “Impact evaluations can provide robust and 

credible evidence on performance and, 

crucially, on whether a particular program 

achieved its desired outcomes” (Gertler et al 

(2011)). 

Impact Evaluation: importance



• Impact evaluations are used to verify the existence 

and magnitude of impacts of a particular intervention 

on outcomes of interest (impact indicators).

• Focuses on identifying causal relations between 

project participation and changes in outcomes of 

interest.

 In the absence of the project,

such changes would not have been observed.

• Scientific methods (statistics and econometrics) are 

used to estimate average impacts of projects.

Impact Evaluation:

questions it can answer



Impact evaluation results can be useful inputs for:

• Redesigning and/or improving a program

Innovations, scaling up, shutting down

• Comparing alternative versions of a program 

(“treatment arms”)

• Comparing alternative programs

Impact Evaluation: use of results



The typical parameters that are estimated in impact evaluations are:

 Average Treatment Effect (ATE)

Average effect of the treatment considering all individuals in the population.

 Average Treatment Effect on the Treated (ATT)

Average effect of the treatment considering treated individuals only.

 Intention to Treat Effect (ITT)

Average effect of the treatment considering all individuals that were offered 

the possibility of being treated (considering both those who were actually 

treated and those who were not).

Impact Evaluation:
estimated parameters



Limitations of non-rigorous but commonly used methods

Consider the following situation:

• Program: technology transfer to soybean producers.

• Objective: increasing productivity (kg/hectare).

• Question to be answered: what was the impact of 

the program on productivity?



Limitations of non-rigorous but commonly used methods

Some commonly used methods to answer the question 

“what was the impact of the program on productivity?” are:

1. Compare program beneficiaries before and after the 

program;

2. Compare program beneficiaries to nonbeneficiaries

that did not apply for the program.

Are these methods capable of estimating the impact of 

the program on productivity?



We can say that there was an increase in productivity among beneficiaries 

over time, but we cannot guarantee that this increase was exclusively due to 

program participation;
• Other simultaneous factors may have contributed to this observed productivity 

increase (e.g. favorable weather, reduction in input prices, production practice 

changes).

Let’s consider possibility 1: Compare program beneficiaries before and 

after the program.

Suppose that:
• Average productivity of program beneficiaries before the intervention was 2,700 

kg/hectare;

• Average productivity of program beneficiaries after the intervention was 3,300 

kg/hectare;

Limitations of non-rigorous but commonly used methods



Let’s consider possibility 2: Compare program beneficiaries to 

nonbeneficiaries that did not apply for the program.

Suppose that:
• Average productivity of program beneficiaries after the intervention was 3,300 

kg/hectare;

• Average productivity of program nonbeneficiaries after the intervention was 3,600 

kg/hectare;

We can say that nonbeneficiaries are more productive, but we cannot guarantee 

that the program had zero or negative impact;
• Nonbeneficiaries that did not apply for the program may be different from 

beneficiaries in relevant ways (e.g. higher baseline productivity, different farm sizes, 

different access to technologies and inputs).

Limitations of non-rigorous but commonly used methods



• Possibility 1. Comparing program beneficiaries before and after the program

will only give us the program impact if productivity was not affected by any other 

factor besides the intervention.

• This is rarely verified in practice.

• Possibility 2. Comparing program beneficiaries to nonbeneficiaries that did not 

apply for the program will only give us the program impact if nonbeneficiaries are 

exactly equal to beneficiaries except for intervention participation.
• We must have information about both beneficiaries and nonbeneficiaries to investigate 

if this comparison is adequate or not. 

• It is not always possible to guarantee that these two groups are similar in all relevant 

characteristics, as some might not be observable and will be correlated to both program 

participation and outcomes (e.g. farmer’s motivation).

Limitations of non-rigorous but commonly used methods



As mentioned before, impact evaluations are used to identify 

causal relationships between project participation and 

changes in outcomes of interest.

• Main question: what is the impact (causal effect) of 

project participation on the outcome of interest?

Causality implies that:

• We can attribute observed changes in the outcome of 

interest to project participation.

• In the absence of the project, such changes in the 

outcome of interest would not have been observed.

Example: the impact of a cash transfer program on family 

consumption.

Causality



The impact of participation would be given by the comparison 

between these two states.

• This comparison would eliminate all other factors that might have affected the 

outcome of interest, so that any observed difference could be interpreted as the 

project impact.

Counterfactual

To attribute changes in the outcome of interest

to project participation, we would like to

observe participants in two different states

(having participated and not having participated)

at the same moment in time (after the intervention).

• The counterfactual corresponds to the outcome of interest that

would have been observed for participants if they had not

participated in the project.



Example: to estimate the impact of a cash transfer program on family 
consumption we would like to compare beneficiaries in two different 
states after the intervention has taken place:

Counterfactual

vs.Impact:

Real
Not real

Counterfactual

Family 

consumption if 

participated

Family 

consumption if 

had not 

participated



Let 𝑇𝑖 be a dummy variable that indicates

treatment status:

• 𝑇𝑖 = 1 : if individual  is treated

• 𝑇𝑖 = 0: if individual  is untreated

Potential outcomes can be defined as:

• 𝑌𝑖
1 is the potential outcome for individual

when she is treated (𝑇𝑖 = 1)

• 𝑌𝑖
0 is the potential outcome for individual 

when she is not treated (𝑇𝑖 = 0)

The impact of treatment for individual 𝑖 is:

𝛽𝑖 = 𝑌𝑖
1 − 𝑌𝑖

0

Counterfactual



However, it is impossible to observe

two different states simultaneously. 

• We only observe one potential outcome:

• This is called the counterfactual problem.

This means that we will have to estimate the counterfactual. 

Counterfactual

𝑌𝑖 = 𝑌𝑖
1𝑇𝑖 + 𝑌𝑖

0(1 − 𝑇𝑖)



Selection of a comparison group

To estimate the counterfactual, we will use a comparison group 

that mimics what would have happened to participants in the 

absence of the intervention.

An adequate comparison group is a key 

element for any impact evaluation!



Selection of a comparison group

The ideal comparison group is composed by nonparticipants with 

the same characteristics of participants, except for project 

participation.

• Analogy: clones.

• If participants and nonparticipants in the comparison group 

differ only in terms of project participation, then any 

observed difference in the outcome of interest between 

them that is observed after the intervention can be 

attributed to project participation, i.e., is the impact.

The comparison group is usually also called control group.



Selection of a comparison group

To estimate the impact, we will always compare two 

groups:

• Treatment group: composed of participants;

• Control group: composed of nonparticipants 

that are as similar as possible to participants, 

except for project participation. They should 

not have been affected by the intervention, 

neither directly nor indirectly. 



Selection of a comparison group

Treatment and control groups should be similar in at least 3 ways:

1. On average, characteristics of treatment and control groups 

should be the same;

2. Treatment and control groups should react to the program in 

the same way;

3. Treatment and control groups cannot be differentially 

exposed to other interventions during the evaluation period.

If these 3 conditions are met, any differences in the 

outcome of interest between the two groups can be 

attributed to project participation, i.e. can be interpreted 

as the causal impact of the project. 



Selection of a comparison group

If these conditions are not met, impact estimation will be biased:

• Difference between groups = impact + other factors (e.g. previous 

differences)

• The true impact of project participation will not be estimated. 

Bias



Selection of a comparison group

Consider the example in which we would like to estimate the 

impact of a cash transfer program on family consumption;

•Suppose we decide to compare treated families with 

untreated families that did not apply to participate;

•If we observe family consumption (𝑌) for both groups and 

take the difference between them, we will have:

where 𝔼[𝑌𝑖 𝑇𝑖 = 1 is the expected family consumption 

among treated families. 

𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 = 𝔼[𝑌𝑖 𝑇𝑖 = 1 − 𝔼[𝑌𝑖 𝑇𝑖 = 0 = 𝔼[𝑌𝑖
1 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 0



Selection of a comparison group

Consider the example in which we would like to estimate the 

impact of a cash transfer program on family consumption (cont.);

If we add and subtract  and rearrange terms:

Selection bias refers to outcome differences between 

groups in the absence of the program due to other factors 

correlated to both treatment status and outcomes (e.g. 

motivation, access to information, family composition).

𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 = 𝔼[𝑌𝑖
1 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 0 + 𝔼[𝑌𝑖
0 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 1

= (𝔼[𝑌𝑖
1 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0|𝑇𝑖 = 1]) + (𝔼[𝑌𝑖
0 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 0 )

Impact (ATT) Selection Bias



Selection of a comparison group

How can we select an adequate control group?

• The key to control group selection will be participation selection 

criteria. 

• As we will discuss next, participation selection criteria will 

determine possible control groups and the most

adequate method to estimate impacts.

In any impact evaluation, we will have to select an adequate control group.

• With an adequate control group, we can eliminate selection

bias and correctly estimate the impacts.

• In the next modules of the course, we will explore different possibilities for 

selecting a control group and for impact estimation.

In all cases, the main point will be the elimination of the selection

bias to estimate the causal effects of interventions. 



Exercise 2:
Introduction to
Impact Evaluation

4. Can you give an example of bias in this case?

Module 1

• In groups, discuss and answer the following questions:

1. What are the limitations of comparing, in the post-treatment 

period, the outcomes of smallholders who received the 

intervention with the outcomes of those who did not receive 

the intervention?

2. Can you give an example of selection bias in this case?

3. What are the limitations of focusing on the treated smallholders only and 

comparing their outcomes before and after receiving the treatment?
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Course Overview

Module 1: 

Introduction to Impact Evaluation

Module 2: 

Experimental Evaluations

Module 3:

Non-Experimental Approaches – Part I

Module 4: 

Non-Experimental Approaches – Part II

Module 5: Challenges in Evaluating 

Agricultural Projects and Case Studies

Day 2



Experimental Evaluations: Topics to cover

✓ Introduction to randomized evaluations

✓ Random sampling vs Random assignment

✓ Randomization set-up

✓ Unit of randomization

✓ Balance checks

✓ Impact calculation

✓ Exercise

✓ Randomization designs

✓ Multiple treatment arms

✓ Threats: spillover effects, attrition, imperfect compliance, failure to 

follow treatment protocol and drop out, unintended behavioral 

responses

✓ Power and sample size calculations

✓ Group exercise



Introduction to

randomized evaluations

In most programs, projects, and public

policies there is excess demand. 

When this is the case, defining selection criteria

is necessary to determine which units will receive

the treatment.

One possibility is to use randomized selection methods.

• Treatment status is randomly assigned among eligible units.

•Examples: lottery, picking names out a hat, coin toss.

• Every eligible unit has the same participation probability.



Introduction to

randomized evaluations

Advantages of randomized assignment

of treatment:

•Fairness

•Ease of execution

•Ease of communication and understanding

•Transparency

Disadvantages of randomized assignment of treatment:

•Must be planned in advance

•Might not be feasible because of ethical or political reasons

•Might not be recommended if groups are too small and there won’t 

be enough power



Introduction to

randomized evaluations

Advantages of randomized assignment of treatment 

(cont.):

“Gold standard” impact evaluation is feasible

If the number of eligible units is large enough, random

assignment of treatment will produce two groups (treatment and 

control) that have statistically equivalent averages for all characteristics 

(observable and unobservable). This means that the postintervention

outcome of interest for the control group is a robust estimate of the 

counterfactual for the treatment group.

Observed differences in the outcome of interest between treatment and control groups

after the intervention can be interpreted as the project impact since all other observable 

and unobservable factors are equalized, i.e. there is no selection bias. 



 Recall that: 

 As there was random treatment assignment, we have that:

𝐷𝑖𝑓𝑓𝑒𝑟𝑒𝑛𝑐𝑒 = (𝔼[𝑌𝑖
1 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0|𝑇𝑖 = 1]) + (𝔼[𝑌𝑖
0 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 0 )

Impact Selection Bias

𝑌𝑖
1, 𝑌𝑖

0 ⊥ 𝑇𝑖 ⇒ 𝔼[𝑌𝑖
0 𝑇𝑖 = 1 = 𝔼[𝑌𝑖

0 𝑇𝑖 = 0 = 𝔼[𝑌𝑖
0]

Introduction to randomized evaluations



 Then: 

 If baseline data is available, we can test if treatment and control groups present 

the same averages for observable characteristics. 

𝔼[𝑌𝑖 𝑇𝑖 = 1 − 𝔼[𝑌𝑖 𝑇𝑖 = 0 = (𝔼[𝑌𝑖
1 𝑇𝑖 = 1 − 𝔼 𝑌𝑖

0 𝑇𝑖 = 1 + (𝔼[𝑌𝑖
0 𝑇𝑖 = 1 − 𝔼[𝑌𝑖

0 𝑇𝑖 = 0 )

= 𝔼[𝑌𝑖
1−𝑌𝑖

0 𝑇𝑖 = 1

Impact

Selection Bias

Introduction to randomized evaluations



Introduction to

randomized evaluations

This holds for both observable and unobservable 

characteristics.

When treatment is randomly assigned,

and if the number of eligible units is large 

enough, the treatment and control groups 

produced will preserve the averages for all 

characteristics of the population they are 

drawn from.



Example:

Randomization

Selection Bias

Introduction to randomized evaluations

Eligible Units:

45% are women

60% graduated High School 

30% are highly motivated

Treatment Group

Approximately:

45% are women

60% graduated High 

School

30% are highly motivated

Control Group:

Approximately:

45% are women

60% graduated High 

School

30% are highly motivated



Introduction to

randomized evaluations

In practice, randomized assignment of 

treatment is usually used when there is 

excess demand, but in some cases, it is also 

used as an evaluation tool even if program 

resources are not limited (Gertler et al 

(2011)). 



Random sampling vs Random assignment 

It is very important to distinguish random assignment from random sampling.

If there was no random assignment, it will not be possible to 

conduct an experimental evaluation (randomized evaluation). 

Refers to randomly selecting 

units of a population to 

produce a subsample.

• If the sample is large 

enough, the subsample 

will be representative of 

the original population.

Means that treatment status will be 

randomly determined for each unit. 

• If the sample is large enough, 

produced groups (treatment 

and control) will be similar to 

each other and representative 

of the original population.

Random sampling Random assignment 



Randomization set-up

Steps for randomized assignment of treatment:

Define eligibility criteria and make a list of all eligible units;

Compare the size of the population of eligible units to the number of 

observations required for the evaluation (we will return to this later):

a) If the population of eligible units is small, all units will be included 

in the evaluation sample;

b) If the population of eligible exceeds the number of observations 

required for the evaluation, a representative subsample should 

be selected (e.g., random sampling).

Randomly assign a treatment status for each unit of the evaluation 

sample.

Examples: lottery, picking names out a hat, coin toss.



Randomization set-up

Example: 

illustration of the 

steps for 

randomized 

assignment of 

treatment of a 

cash transfer 

program.



Unit of randomization

Examples of units of randomization:

• Individual, household, community, region

The choice of the unit of randomization depends on:

• Which is the unit targeted by the intervention

• Data collection feasibility 

Which is the aggregation level of data? Is it possible to collect data for the 

proposed unit level of aggregation?

• Evaluation sample and power requirements

If the level of the randomized assignment is too high, the sample size may 

not be large enough to yield comparable treatment and control groups (e.g., 

regions)

• Possible spillover effects

If the level of the randomized assignment is too low, there is an increased 

probability of spillover effects (e.g., individuals)

If possible, it is usually preferable to randomize 

considering the unit targeted by the intervention.



• If there is baseline information available, we usually conduct balance 

checks, i.e. we test if treatment and control groups have statistically similar 

averages of relevant observable characteristics.

– This procedure is done with the purpose of providing evidence that 

random assignment of treatment was able to produce similar groups so 

that the outcome of interest of the control group can be used to estimate 

the counterfactual for the treatment group.

• If we find evidence that groups are not balanced, we should reconsider 

using experimental evaluation design for impact estimation.

– In particular, it is recommended that we control for the unbalanced 

characteristics when estimating impact.

Balance checks



In the experimental evaluation setting we can estimate impact by 

calculating the difference between the average outcome of interest (𝑌) 

for the treatment and control groups:

Impact Calculation

Average Treatment Effect (ATE)

𝛽𝐴𝑇𝐸 = 𝔼[𝑌𝑖
1−𝑌𝑖

0]

Average Treatment Effect on the Treated (ATT)

𝛽𝐴𝑇𝑇 = 𝔼[𝑌𝑖
1−𝑌𝑖

0 𝑇𝑖 = 1



Impact Calculation

In practice, we can identify the impact by estimating the regression:

𝑌𝑖 = 𝛼 + 𝛽𝑇𝑖 + 𝑒𝑖

• 𝑌𝑖 is the outcome of interest for unit 𝑖;
• 𝑇𝑖 is a dummy variable that indicates treatment status (it is equal to 1 if 

𝑖 is in the treatment group and it is equal to 0 if 𝑖 is in the control 

group); 

• 𝑒𝑖 is an error term.

• 𝛼 will give us the outcome average for the control group and the 

impact will be given by 𝛽, as it measures the difference in outcomes 

between treatment and control groups.

Where:

As this is an estimation, it is important to also estimate confidence intervals 

and to check if the estimated impact is statistically significant.



Exercise 3: 

Experimental 

Evaluations

Part I: Law of large numbers

Using Excel, check how does the difference between the 

average you calculated (sample mean) and the population 

mean change as the sample size increases. 

Part II: Randomization mechanics

Using Excel, re-assign the treatment to 30% of the 

households in each village. Then do it again for 75%. 



Exercise 3: 

Experimental 

Evaluations

Part III: Impact calculation

Using Excel, estimate the impacts of the intervention (ATE) 

on use of fertilizer, maize yield, and consumption per capita. 

Part IV: Balance checks

Using Excel, check if treatment and control groups are similar in 

terms of the average of age, gender, and education of the 

household head, and farm size. 



Randomization 

designs 

We will discuss 4 different 

randomization designs:

Simple lottery

Phase-in

Rotation

Encouragement



Randomization 

designs 

Simple Lottery

• This is the design we have considered so far.

• It is typically used when there is excess demand and 

limited resources.

• There is random assignment of treatment for each unit 

of the evaluation sample.

• Examples: lottery, picking names out a hat, coin toss.



Randomization designs 

Phase-in

• It is typically used when every eligible unit will participate 

in the program but it is not possible to do it for all units 

simultaneously because of limited resources.

• There is random assignment of the order of treatment.

Example: 
• Eligible units are randomly assigned to 3 different groups: A, B, and C.

• First year: A gets the treatment while B and C are used as the control group

• Comparing A to B+C: impact of the first year of the program

• Second year: A and B get the treatment while C is used as a control group

• Comparing B to C: impact of the first year of the program

• Comparing A to C: impact of two years of the program

• Comparing A to B: impact of one additional year of the program

• Third year: A, B, and C get the treatment and no control is available (impact evaluation is over)



Randomization designs 

Rotation

• It is also typically used when every eligible 

unit will participate in the program but it is not 

possible to do it for all units simultaneously 

because of limited resources.

Example: 
• Eligible units are randomly assigned to 2 different groups: A and B.

• First year: only A gets the treatment and B is used as the control group

• Second year: only B gets the treatment and A is used as the control group

• Eligible units are randomly assigned to different 

groups



Randomization designs 

Encouragement

• It is typically used when the treatment cannot be 

randomly assigned because of technical or ethical issues.

• Instead of random treatment assignment, there is a random 

encouragement: some units are randomly encouraged to 

participate through an incentive mechanism while others are not. 

❑ It is expected that units that were encouraged will be more likely to 

participate in the program than those that were not.

• The impact estimation and results interpretation for this case will be 

discussed in Module 3. 



Randomization 

designs 

Group discussion

• Which are the advantages and disadvantages of 

each possible randomization design?

• Which are the possible limitations and risks 

about each possible randomization design?



It is very common to have programs with multiple treatment arms, 

i.e. programs that combine various treatment options. When this is 

the case, different questions arise (Gertler et al (2011)):

• What is the impact of one treatment compared to another 

treatment?

• What is the additional impact of a higher-intensity treatment 

compared to a lower-intensity treatment?

• Is the joint impact of a first treatment and a second 

treatment larger than the sum of the two individual impacts?

Multiple treatment arms



• Different treatment levels

Consider a program with two levels of treatment: high and low.

To estimate the impact of each level of treatment and to evaluate also the 

additional impact of the higher intensity treatment, we will need three groups: 

a control group (A), a low-level treatment group (B) and a high-level treatment 

group (C).

• Comparing B do A: impact of the low-level treatment

• Comparing C do A: impact of the high-level treatment

• Comparing C to B: impact of providing a higher intensity treatment in 

comparison to a lower intensity treatment

Impact evaluation could rely on a randomized treatment assignment of eligible 

individuals into three different groups.

• For 𝑛 different levels, we would need 𝑛 + 1 comparable groups for the 

impact evaluation.

Multiple treatment arms



Multiple treatment arms

Different treatment levels

Example: steps in randomized assignment of a cash transfer program with two 

levels of treatment (high and low). 



Multiple treatment arms

• Multiple treatments

Consider a program with two different treatment options: I and II.

To estimate the impact of each treatment option and to evaluate also if the combination of the two 

treatments generates more impact than the sum of the individual treatments, we will need four 

groups: a group that gets both the treatments I and II (A), a treatment I only group (B), a treatment II 

only group (C) and a control group (D).

• Comparing B do D: impact of treatment I

• Comparing C do D: impact of treatment II

• Comparing A to D: impact of the combination of treatments (I + II)

• Comparing A to B: impact of treatment II for those units that have already received treatment I

• Comparing A to C: impact of treatment I for those units that have already received treatment II

• Impact evaluation could rely on a crossover design, in which randomized treatment assignment of 

eligible individuals into different groups is done in two steps.

• For 𝑛 different levels, we would need 2𝑛 comparable groups for the impact evaluation.



Multiple treatment arms

Multiple treatments

Example: steps in randomized assignment of program with two different 

treatment options (cash transfer and free bus transportation)



Threats: spillover effects

Spillover effects refer to the impacts of a project on households or 

individuals who are not directly benefited by the project. 

Examples: neighbors, community members.

If there are spillover effects on the control group, this may lead to 

biased estimates of the project impact. 

• The control group does not represent the counterfactual of the 

treatment group anymore, as it was contaminated by the 

intervention. 

• Treatment and control comparison will lead to an:

underestimated project impact, if the control group is 

indirectly benefited by the intervention;

overestimated project impact, if the control group is indirectly 

harmed by the intervention.



Threats: spillover effects

Example: 
• Consider an agricultural project that provides High Yielding 

Variety (HYV) of seeds to farmers.

• Suppose that there was a randomized control trial (RCT) to 

randomly distribute the HYV seeds to farmers in a 

predefined region. 

• The impact evaluation will be compromised if those selected 

to receive the HYV seeds (treatment group) share them with 

their neighbors who were not selected (control group). In 

this case, the control group is “contaminated” and the 

project impact will be underestimated. 



Threats: spillover effects

In some cases, it is possible to avoid or to minimize spillover effects by 

choosing the unit of randomization.

Randomize at the group level instead of household level. 

Spillover effects can lead to two situations:

1. They ARE NOT relevant to the assessment of the overall impact 

of the project.

▪ In order to estimate the impact of the project, an unaffected 

alternative control group must be used. 

▪ One possibility is to use a subgroup of the original control group 

that is believed to not have been contaminated. Generalization 

of evaluation results to the entire population will be 

compromised. 

2. They ARE relevant to the assessment of the overall impact of the 

project.

▪ In order to estimate spillover effects, a specific evaluation must 

be conducted. This is will be discussed further in Module 5.



Threats: spillover effects

In agricultural projects, spillover effects are frequent and 

often intentional (situation 2 in the previous slide). 

• The theory of change should reflect intentional spillover 

effects.

• The evaluation design should include measurement of 

such indirect effects in order to be able to adequately 

assess the overall impact of the project.

• This is will be discussed further in Module 5. 



Threats: attrition

• To estimate the impact of a program, we need to collect post-

intervention data for both groups (treatment and control). 

• Attrition refers to issues with data:

o Treatment and/or control units may not be found during data 

collection (example: moved to another village, changed 

telephone number).

o Treatment and/or control units may refuse to participate in data 

collection processes.

o This is more common among control units, as they may 

have no incentives for participating in the survey.



Threats: attrition
• If attrition is not correlated with treatment status, impact 

estimation will be unbiased but less precise. 

1. Reduced sample and statistical power (further 

discussed later). 

2. Example: mistakes made by program staff when typing 

units’ addresses and telephone numbers before the 

definition of treatment status. 

• If attrition is correlated with treatment status, then it is a 

problem and impact estimation will be biased. 

1. This holds even if attrition rates are similar between 

groups. 

2. Examples: control units refusing to participate in the 

survey more frequently than treatment units, treatment 

units dropping out and not being found. 



Threats: attrition

• To investigate if attrition is correlated with treatment 

status we need baseline data:

1. Compare attritors to non-attritors in terms of 

observable characteristics. 

2. Compare attrition between groups (treatment vs. 

control).

• If attrition rates are small and uncorrelated with treatment 

status, we can just report and disregard it.

• If attrition rates are high and correlated with treatment 

status, specific methods for dealing with attrition should 

be used.

1. Non-parametric methods can be used to estimate 

impact’s lower and upper bounds. 



• Imperfect compliance refers to differences between intended

treatment status (randomly defined) and actual treatment 

status.

• Intended treatment units may not receive treatment.

1. Units choose not to participate.

2. Implementation errors.

3. Migration.

• Intended control units may receive treatment.

1. Units find ways to participate even if they were not 

originally assigned to do so.

2. Implementation errors.

3. Migration. 

Threats: imperfect compliance



Threats: imperfect 
compliance

•If we ignore imperfect compliance and continue 

with the experimental evaluation, the 

comparison between the randomly assigned 

original treatment and control groups will lead us 

to the estimation of a different parameter: the 

intention to treat (ITT) effect. 

•This parameter is extremely relevant as 

policymakers normally can only offer a program. 

They cannot force it on their target population.  



• To estimate the impact of a program on those who were offered 

the treatment and actually participated, the treatment-on-the-

treated (TOT) parameter, another approach will be needed.

• Using a subsample composed of units who complied with their 

randomly assigned original treatment status will introduce bias 

and should not be done.

• We will have to use a non-experimental approach in which the 

randomly assigned original treatment status will serve as an 

instrument for participation.

 Impact estimation will be valid only for units who comply, 

meaning that results will not be generalizable for the 

entire population. 

This is will be discussed further in Module 3. 

Threats: imperfect compliance



In both cases, impact estimation will be biased as self-selection is present. 

• Treatment units that drop out might be less motivated while units that comply 

with the treatment protocol might be more skilled. 

Keeping all treatment units in the impact evaluation will provide an estimate of the 

impact’s lower bound while dropping units that did not follow the treatment protocol or 

dropped out will provide an estimate of the impact’s upper bound. 

Threats: failure to follow treatment
protocol and drop out

Besides imperfect compliance, common issues with 

experimental evaluations are:

• Treatment units fail to follow the treatment protocol

Example: treated farmers adopt only part of new offered 

technologies, attend to only part of a training.

• Treatment units drop out

Example: treated farmers decide to participate but drop 

out before the program is finished.



Threats: unintended behavioral 
responses

• Another issue in any impact evaluation is unintended behavioral responses from the 

investigated population. 

Hawthorne Effect: individuals change their behavior and/or answers just because they know they 

are part of an experiment and/or because they are being observed/studied.

John Henry Effect: control group units change their behavior to compensate for not being able to 

participate in the intervention (example: work harder).

Anticipation Effects: in phase-in and rotation experiments, control units may expect that they will 

participate in the intervention in the future and may change their behavior because of this 

(example: delay technology investments).

• Including extra comparison groups that are completely unaffected may allow for testing the 

existence of such effects.

• The choice of the unit of randomization may help minimize such effects. 

• In either case, estimated impacts must be carefully interpreted. 



Power and sample size calculations

• The impact evaluation is based on the evaluation sample that is usually 

constructed to be a representative sample of eligible units. 

o Although a sample is used, we are interested in verifying if the intervention 

has effect in the population of eligible units (inference).

o Besides estimating the size of the impact, we also want to make sure it is 

statistically different from zero. To do this, we use a statistical hypothesis 

test. 

▪ This is important to guarantee that the estimated impact is due to 

changes caused by program participation and not to lack of precision 

(example: bad sample draw). 

• As discussed before, impact evaluations are used to verify 

the existence and magnitude of impacts of a particular 

intervention on outcomes of interest (impact indicators).



Power and sample size calculations

1. Estimate the average outcomes for both treatment and control groups.

2. Calculate the difference between the average outcome of the treatment 

group and the average outcome of the control group.

3. Use a hypothesis test to check if the program impact is statistically 

significant.

• Null hypothesis: impact = 0 

Under the null hypothesis, the program has no impact.

• Alternative hypothesis: impact ≠ 0

Under the alternative hypothesis, the program has an impact.

To test if a program’s impact is different from zero, we take the following steps:



Power and sample size calculations

Type I Error

• False positive: we say the program had an impact 

while it actually did not. 

• We reject the null hypothesis when it is, in fact, true due 

to lack of precision.

Type II Error

• False negative: we say the program had no impact 

while it actually did.

• We fail to reject the null hypothesis when it is, in fact, 

false due to lack of precision. 

When conducting this hypothesis test, two types of errors may occur:



Power and sample size calculations

Evaluators can limit the size of type I errors by choosing the 

confidence level of the analysis.

• Typical value: 95% confidence level ()

• If we draw 100 random samples from a population 

and calculate their confidence intervals for the 

mean, 95 of them will contain the population mean. 

Statistical power refers to the probability of committing a type 

II error.

• Power refers to the probability of rejecting the null 

hypothesis when it is in fact false. 

• Typical value: 80% power ()



Power and sample size calculations

The sample size should be large enough so that:

• The Law of Large Numbers applies (the larger the sample, the closer will its 

mean be to the population true mean).

• The Central Limit Theorem applies (the more samples we draw, the closer will 

the sampling distribution be to a normal distribution with its mean equal to the 

population true mean).  

In order to be confident about the results of an impact evaluation we have 

to be sure we have enough statistical power to identify the intervention 

impact.

• Underpowered evaluations are unhelpful as they will lead us to the 

conclusion that the intervention had no impact when it actually had. 

Statistical power is related to sample size and the minimum detectable effect (MDE). 

• There is a trade-off between MDE and sample size: when the sample size 

decreases, MDE increases. 



Power and sample size calculations

Minimum Detectable Effect (MDE) equation:

where:

• is the critical value of the statistical power (for , ).

• is the critical value of a confidence interval (for , ).

• is the proportion of units in the treatment group (notice that MDE is minimized when 

the evaluation sample is equally divided between treatment and control groups).

• is the variance for the population.

• is the sample size.

𝑀𝐷𝐸 = 𝑡 1−𝜅 + 𝑡𝛼 ∗
1

𝑃(1 − 𝑃)

𝜎2

𝑁



Power and sample size calculations

The Minimum Detectable Effect (MDE) equation can be used:

• To calculate the  given a sample size ().

• To calculate the sample size () needed for a given :

• When 𝑡_((1−𝜅) ), 𝑡_𝛼 and/or 𝜎^2 increase, the sample size needed (𝑁) increases as 

well.

• When the evaluation sample is equally divided between treatment and control groups, 

𝑃(1−𝑃) is maximized and the sample size needed (𝑁) is minimized. 

• The smaller the 𝑀𝐷𝐸 required, the larger will be the sample size needed (𝑁).

𝑵 =
𝒕𝟏−𝜿 + 𝒕𝜶

𝟐𝝈𝟐

𝑷 𝟏 − 𝑷 𝑴𝑫𝑬𝟐



Power and sample size calculations

In the Minimum Detectable Effect (MDE) equation:

𝜎2 is the variance for the population and may not be known. However, it must be 

approximated somehow. Some frequently used options are:

• Use a pilot study with a random sample of reduced size to estimate 𝜎.

• Use population data from other sources to estimate 𝜎.

• Use a rule of thumb such as 𝜎 ̂=(max−min)/4.

𝑀𝐷𝐸 and 𝑁 are either given or will be calculated.

𝑃 is given.

𝑡 1−𝜅 and 𝑡𝛼 are chosen by the evaluator (power and confidence level). 



Power and sample size calculations

Power is reduced if:

• There is imperfect compliance.

• There is attrition.

• The unit of randomization is at the group level (instead 

of the individual level).

Power is increased if baseline data is also used in 

impact estimation. 



Power and sample size calculations

• Consider a 5% significance level (𝑡_𝛼=1.96) and a power of 80% (𝑡_((1−𝜅) )=0.84).

• Suppose the proportion of treatment units will be 50% (𝑃=0.5).

• Suppose the population variance of food consumption is 𝜎^2=64 (according to previous 

studies with the same population).

=

Example:

• Consider an experimental evaluation of an unconditional cash transfer 

program for families in rural areas in Kenya. 

• We are interested in estimating the impact of this program on food 

consumption ($).

• What should be the sample size needed for the evaluation if we would 

like to be able to detect a minimum effect of $4?

𝑵 =
𝒕𝟏−𝜿+𝒕𝜶

𝟐𝝈𝟐

𝑷 𝟏−𝑷 𝑴𝑫𝑬𝟐
=

𝟎.𝟖𝟒+𝟏.𝟗𝟔 𝟐∗ 𝟔𝟒

𝟎.𝟓∗ 𝟎.𝟓 ∗ 𝟒𝟐
=

𝟓𝟎𝟏.𝟕𝟔

𝟒
= 126



In groups, discuss and answer the following questions:

1. What should be the sample size needed for the evaluation if we would like to be able 

to detect a minimum effect of a 20% increase in yields, which would correspond to 

approximately 480 kilos/hectare?

2. Using the file “MDE.xlsx”, what should be the sample size needed for the evaluation 

if we would like to be able to detect a minimum effect of:

a) 240 kilos/hectare (a 10% increase in yields)

b) 720 kilos/hectare (a 30% increase in yields)

3. Now, consider again a MDE equal to 480 kilos/hectare: 

a) What should be the sample size needed for the evaluation if the proportion of treated 

units will be 30%?

b) What should be the sample size needed for the evaluation if we consider a 1% 

significance level ()?

c) What should be the sample size needed for the evaluation if we consider a power of 

90% ()?

4. Observing all previous answers, what can we conclude? Discuss in groups. 

Exercise 4: Sample size calculations
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Regression Discontinuity Design:

When to Use It
We use regression discontinuity design (RDD) to evaluate the impact of 

programs when: 

• There is a continuous eligibility index that can be used to rank 

individuals in the population of interest (potential participants).

Examples: property size, family income, test score.

Program participation is defined by a clear cutoff score in this index, so 

that all individuals ranked below or above this threshold are classified as 

eligible.

Examples: 

• Rural properties with at least 20 acres.

• Families with family income below the minimum wage.

• Students with test scores of 75 or more out of 100.



Regression Discontinuity 
Design: When to Use It

• In this method, we explore the discontinuity around the 

cutoff score to estimate the counterfactual (i.e. what 

would have happened to those who were treated in 

the absence of the program).

Intuition: units right below the cutoff are very similar 

to units right above the cutoff, except for the fact that 

units in one of the sides were eligible and received 

the treatment while the units on the other side were 

ineligible and did not receive the treatment.



Regression Discontinuity 
Design: When to Use It

• Defining a comparison group:

Units ineligible for the program that are close enough

to the cutoff will be used as a comparison group to

estimate the counterfactual.

• Intuition: as close as we can get to the cutoff score, 

units on its left and right sides will be so similar that it 

is almost as if we had randomly assigned treatment 

around the said cutoff scores (thus mimicking an 

experiment).



Regression Discontinuity 
Design: When to Use It

Consider the following situation:

• Program: agriculture program providing subsidies for rice 

farmers to purchase fertilizers

• Objective: increasing rice yields

• Eligible units: farms with fewer than 50 acres of total 

farmland

• Impact evaluation objective: estimating the impact of the 

program on rice yields



Regression Discontinuity 
Design: Example

How can we estimate the impact?

• We can use a regression discontinuity design (RDD) in

which we will explore the cutoff score of 50 acres of total farmland.

• We can rank farms based on their total amount of acres.

• Farms just small enough (a little less than 50 acres) were eligible, while farms 

just too large (a little more than 50 acres) were not.

➢ If these two groups of farms were very similar at baseline and exposed to 

the same set of external factors (e.g. weather, local and national 

agricultural policies, price shocks, available technologies), we can use 

farms just too large as a comparison group to estimate the counterfactual 

outcome for the farms in the treatment group (those that were just small 

enough to participate).

➢ This means that if we find differences between these two groups in the 

end line survey, they must be caused by the program, i.e. the impact.



Regression Discontinuity 
Design: Example

Baseline: Rice Yield in Relation to Acres of Land

Farmland Size (acres)
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Regression Discontinuity 
Design: Example

Agricultural Program: Discontinuity in Eligibility

Farmland Size (acres)
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Regression Discontinuity 
Design: Example

Endline: Rice Yields in Relation to Acres of Land

Farmland Size (acres)
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Regression Discontinuity 
Design: Assumptions

1.  We assume that:

a) There is a continuous relationship between the determinants of the 
outcome of interest (𝑌) and the variable that determines eligibility, which is 
called the “running variable” (𝑍);

𝐸[𝑌_𝑖^1 |𝑍_𝑖=𝑐] and 𝐸[𝑌_𝑖^0 |𝑍_𝑖=𝑐] are continuous in 𝑐

b) There is a discontinuous relationship between participation (𝑇) and the 
running variable (𝑍).

This means that any discontinuity on the function that relates  to  may be 
attributed to the discontinuity (a “jump”) in  at some point  where  is the 
eligibility cutoff. The size of this “jump” may be interpreted as the local average 
treatment effect, i.e. the impact.



Regression Discontinuity 
Design: Assumptions

2. We assume that at the cutoff score that determines eligibility (𝑍=𝑐), treatment 

assignment is just as if it was randomly determined. 

(𝑌_𝑖^0,𝑌_𝑖^1)⊥𝑇_𝑖 |𝑍_𝑖=𝑐

If the assumption holds, it guarantees that those who just barely received 

treatment are comparable to those who just barely did not receive treatment,

as treatment status is effectively random.

We need to ensure that individuals are not able to manipulate their 

performance in the running variable , so as to perfectly determine their 

treatment status.



Regression Discontinuity 
Design: Sharp Design

We use the sharp design when treatment status (𝑇) is a deterministic and 
discontinuous function of the running variable (𝑍):

𝑇_𝑖=1 𝑖𝑓 𝑍_𝑖≤𝑐 and 𝑇_𝑖=0 𝑖𝑓 𝑍_𝑖>𝑐

where 𝑐 is a known cutoff score that determines eligibility.

• There is a jump from 0 to 1 in the probability of treatment at the cutoff 
score . 

• Example: all families with family income below the minimum wage 
receive a cash transfer. 



Regression Discontinuity 
Design: Fuzzy Design

We use the fuzzy design when there is a jump in the probability of treatment at 
𝑐:

𝑃 𝑇𝑖 = 1 𝑍𝑖 = ቊ
𝑔0 𝑍𝑖 𝑖𝑓 𝑍𝑖 ≤ 𝑐

𝑔1 𝑍𝑖 𝑖𝑓 𝑍𝑖 > 𝑐

where 𝑔_0 (𝑍_𝑖 )≠𝑔_1 (𝑍_𝑖 ).

 Treatment participation (𝑇) is a function of the running variable (𝑍) and is 
discontinuous at 𝑍=𝑐.

 Treatment participation probability is determined by 𝑍, but not in a 
deterministic way.

 Example: students with math grades above 80 (out of 100) are invited to take 
an advanced math class during summer.



Regression Discontinuity 
Design: Impact Calculation

In both sharp and fuzzy designs, the impact is calculated by comparing 

eligible to non-eligible units that are really close to the cutoff score.

• Since units in the right and left of the cutoff score have similar 

baseline characteristics, the difference in the outcome of interest 

between these two groups will be a valid estimate of the program’s 

impact (Gertler et al (2011)).

The impact is calculated by taking the difference in the outcome of 

interest (impact indicator) between groups (eligible and non-eligible) in 

the vicinity of the cutoff score.  



Regression Discontinuity 
Design: Impact Calculation

In practice, we determine a bandwidth around the cutoff score.

All units located in it will be considered to estimate the program’s impact.

Optimal bandwidth determination depends on the number of available

units on each side of the cutoff and the balance in relevant observed 

characteristics between groups (eligible and non-eligible).

• There is a tradeoff between bias and variance involved in the choice of 

the bandwidth:

➢ With a wider bandwidth, more observations will be included in the 

estimation, which would be preferable in terms of variance reduction 

and statistical power. However, as eligible and non-eligible 

observations more distant to the cutoff score will be included, they 

may not be as similar as we would like them to be, which could 

introduce bias.

• We usually test whether estimations are sensitive to the bandwidth 

choice.



Regression Discontinuity 
Design: Impact Calculation

• We also need to define a functional form to model the 

relationship between the running variable (𝑍) and the outcome 

of interest (𝑌).

• We usually test whether estimations are sensitive to functional 

form choice (e.g. linear, quadratic, etc.).

• The estimated impact will be a local average treatment effect 

(LATE) and will only be valid in the neighborhood around the 

eligibility cutoff score (𝑐).



Regression Discontinuity 
Design: Impact Calculation

Impact Calculation Intuition: Sharp Design

We can estimate the impact by using separate local linear regressions for each 

side of the cutoff score 𝑐:

➢ Left side:

𝑌_𝑖=𝛼_𝑙+𝛽_𝑙 (𝑍_𝑖−𝑐)+𝜖_𝑖 if 𝑐−ℎ<𝑍<𝑐

➢ Right side:

𝑌_𝑖=𝛼_𝑟+𝛽_𝑟 (𝑍_𝑖−𝑐)+𝜖_𝑖 if 𝑐≤𝑍<𝑐+ℎ

The local average treatment effect (LATE) can be estimated by taking the 

difference between the intercepts of these two regressions:

𝜏_𝑆𝐷=𝛼_𝑟−𝛼_𝑙



Regression Discontinuity 
Design: Impact Calculation

Impact Calculation Intuition: Fuzzy Design

We can use a similar approach and estimate the impact by using separate local linear 

regressions for each side of the cutoff score 𝑐.

In this case, we will also need to estimate the probability of treatment (how 𝑇 relates to 𝑍):

 Left side:

𝑇_𝑖=𝛾_𝑙+𝛿_𝑙 (𝑍_𝑖−𝑐)+𝑒_𝑖 if 𝑐−ℎ<𝑍<𝑐

 Right side:

𝑇_𝑖=𝛾_𝑟+𝛿_𝑟 (𝑍_𝑖−𝑐)+𝑒_𝑖 if 𝑐≤𝑍<𝑐+ℎ

The local average treatment effect (LATE) will be given by the ratio between the difference 

between the intercepts of these two regressions:

𝜏_𝐹𝐷=(𝛼_𝑟−𝛼_𝑙)⁄(𝛾_𝑟−𝛾_𝑙 )



Regression Discontinuity 
Design: Impact Calculation

Typical verification tests through graphs:

 Running variable (𝑍) vs. outcome of interest (𝑌)

• There should be NO discontinuity at the cutoff score 𝑐 at baseline;

• There should be a discontinuity at the cutoff score 𝑐 after treatment;

• Considering the chosen bandwidth around the cutoff score 𝑐, the number of 

observation to the left side of 𝑐 should be similar to that to the right side of 𝑐 (this 

serves as evidence of absence of manipulation);

➢ Running variable (𝑍) vs. covariates (𝑋)

• There should be NO discontinuity at the cutoff score 𝑐.



Regression Discontinuity 
Design: Limitations

• As the estimated impact will be a local average treatment effect and 

will only be valid in the neighborhood around the eligibility cutoff 

score (𝑐) . The evaluation results cannot be generalized to units 

whose scores are further away from the cutoff score.

• In the example of the agriculture program providing subsidies for rice 

farmers to purchase fertilizers, no comparison group exists for small 

farms, since all of them are eligible to enroll in the program. The only 

valid comparison is for the farms near the cutoff score of 50 acres of 

farmland.



Regression Discontinuity 
Design: Limitations

• Regression Discontinuity Design:

• Can only be used if potentially eligible units cannot manipulate their 

performance in the running variable 𝑍 so as to perfectly determine their 

treatment status.

• Example: change in maternity leave policy starting at a certain date.

• Is not recommended if the purpose of the evaluation is to answer the question 

“should the program exist or not?” (Gertler et al (2011)).

• Is highly recommended if the purpose of the evaluation is to answer the 

question “should the program be cut or expanded at the margin?” (Gertler et al 

(2011)).



Exercise 5: Regression 
Discontinuity Design-RDD

In groups, discuss the following questions:

4. The RDD estimator relies on the 

assumption of continuity for all 

other variables other than the 

treatment. Is there a way to 

check this assumption? 

5.   What would be the concern if 

another variable like years of 

education showed a discontinuity 

(jump) around the cutoff for farm 

size? How could this affect the 

validity of the results?

1. How would you interpret the estimates for the 

treatment effect obtained via RDD? Can you 

directly compare them to the estimates obtained 

before? What is the main conceptual difference 

between them?

2. Other than conceptual differences, how else do 

the estimators differ? How do you compare the 

point estimates, standard errors, and 

statistical significance?

3. Can you generalize the treatment effect found to 

the whole sample? In particular, does this result 

applies to smallholders of all farm sizes?
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Instrumental Variable: 
When to Use It

When we consider a program with random treatment 

assignment, we must keep in mind that in many cases there 

is partial compliance.

• Individuals assigned to the treatment group may 

choose not to participate;

• Individuals assigned to the control group may find 

means to participate anyway;

If we compare the originally assigned treatment and control groups, 

we will be estimating the intention to treat effect (ITT).

• ITT may be quite interesting for policy purposes, but we may 

also be interested in estimating the impact of the program on 

those who were actually treated.



Instrumental Variable: 
When to Use It

In this case, treatment participation (𝑇) is based 

both on the random assignment (𝑍) and on a non-

random self-selection by individuals.

• Self-selection is based on unobservable 

characteristics that might be simultaneously 

correlated to both participation (𝑇𝑖) and 

outcomes of interest (𝑌𝑖).

Example: individuals that believe the program 

will only have small benefits for them will tend 

to choose not to participate.



Instrumental Variable: 
When to Use It

In this case, treatment participation (𝑇) is based 

both on the random assignment (𝑍) and on a non-

random self-selection by individuals.

Self-selection is based on unobservable 

characteristics that might be simultaneously 

correlated to both participation (𝑇𝑖) and 

outcomes of interest (𝑌𝑖).

Example: individuals that believe the program 

will only have small benefits for them will tend 

to choose not to participate.



Instrumental Variable: 
When to Use It

We can think of 3 types of individuals:

Compliers: individuals that comply with their original 

assignment. This means that they participate if they are 

assigned to the treatment group and that they do not 

participate if they are assigned to the control group;

Always-takers: individuals that participate anyway, even 

if they are originally assigned to the control group (they 

will find ways to do so). We can say that they are non-

compliers in the control group;

Never-takers: individuals that never participate, even if 

they are originally assigned to the treatment group. We 

can say that they are non-compliers in the treatment 

group.



Instrumental Variable: 
When to Use It

In the presence of these 3 types of 

individuals, we cannot estimate the 

average treatment effect (ATE), as we 

could never estimate the impact for always-

takers and never-takers.

However, we can estimate the impact for 

compliers by estimating the local average 

treatment effect (LATE) using an 

instrumental variable (IV) approach. 



Instrumental Variable: When to Use It

In order to estimate the LATE, we will need an instrumental 

variable (𝑍) that:

• Is highly correlated with program participation (𝑇);

• Is not directly correlated with the outcome of interest (𝑌), 

i.e., is exogenous.

Intuition: the instrumental variable (𝑍) can capture the 

fraction of the variation in program participation (𝑃) that is 

due only to the random assignment of treatment. Only this 

fraction will be used to estimate the impact of 𝑃 on the 

outcome of interest (𝑌).

𝒁 𝑻 𝒀



Instrumental Variable: When to Use It

The results of the random treatment assignment 

can be used as an instrument (𝑍).

Example: training program with random 

treatment assignment and imperfect compliance

Random 

Assignment

Program 

Participation Wages



Instrumental Variable: 
Example

So far, we have implicitly assumed that every 

smallholder receiving the package of information plus fertilizer is 

actually going to use it in their plots. 

However, that is not necessarily true. 

In this case, we would have to change the 

estimations of the treatment effect and the interpretation they 

receive. 

A more realistic assumption is to consider that the package works as 

an encouragement device and 

that the actual use of the fertilizer is the treatment. 

Example: consider the Inorganic Fertilizer Intervention with 

random treatment assignment. 



Instrumental Variable: 
Example

Example: consider the Inorganic Fertilizer Intervention with random 

treatment assignment. 

➢ The estimates we have calculated before (experimental evaluation)

for maize yields and consumption per capita would reflect actually 

the average effect of the intention to treat (ITT): the effect of the 

encouragement device directly on the outcomes of interests.

➢ To estimate the average treatment effect, in this case, we can use an 

instrumental variables strategy, using the random assignment of 

treatment as an instrument for fertilizer use. However, this would not 

give the average treatment effect (ATE), but a local average 

treatment effect (LATE) instead. 



Instrumental Variable: 

Assumptions

1.  The instrument 𝑍 does not depend on potential 

outcomes and potential treatments (independent 

allocation).

2.  The instrument 𝑍 is only related to the 

outcome of interest 𝑌 through the variation it 

causes on the treatment participation 𝑇
(exclusion restriction).

3.  All individuals are affected in the same direction by the 

instrument 𝑍 (monotonicity).

This assumption implies that the instrument pushes all 

individuals either into or out the treatment, meaning that there 

would not be a fourth group of individuals that would respond in 

the opposite way (defiers). 



Instrumental Variable: 

Impact Calculation – LATE

The impact can be calculated in a two step procedure (two stage 

least squares – 2SLS):

First, 

regress 𝑇 on 𝑍 to estimate 𝑇:

𝑇𝑖 = 𝛾 + 𝛿𝑍𝑖 + 𝑢𝑖

Second, 

regress 𝑌 on 𝑇 to estimate the 

impact (𝛽) of the program:

𝑌𝑖 = 𝛼 + 𝛽𝑇𝑖 + 휀𝑖

Other observable relevant characteristics (a vector 𝑋 of 

covariates) should be included in the impact calculation if there is 

reason to believe that controlling for them is also necessary (e.g. 

selection on observables). 



The instrumental variable approach can be used only if there is an available exogenous 

instrument, which is not always the case.

One way to guarantee that there is an available exogenous instrument is to use an 

encouragement design.

• Instead of random treatment assignment, there will be a random encouragement: 

some individuals will be randomly encouraged to participate through an incentive 

mechanism while others will not. 

• It is expected that individuals that were encouraged will be more likely to 

participate in the program than those that were not.

• As incentives are randomly assigned among individuals, there is no reason to 

expect that it would be correlated with the outcome of interest, meaning that it 

could be used as an instrument. 

Instrumental Variable: 

Encouragement Design



Instrumental Variable: Limitations

As mentioned before, this approach can only be used if there 

is an available exogenous instrument, which is not always the 

case.

When using this approach we can only estimate the local 

average treatment effect (LATE), which estimates the impact 

for compliers only. This means that evaluation results cannot 

be generalized, as this group may not be representative of the 

population of reference. 



In groups, discuss and answer the following questions:

Exercise 6: Instrumental Variable 
and Encouragement Design

1. Do you agree with the statement of this evaluation team member? 

Why?

2. If the evaluation team decides to use an instrumental variables strategy, using the 

random assignment of treatment as an instrument for fertilizer use, a local average 

treatment effect (LATE) will be estimated. 

a) Why is the treatment effect “local”?

b) What is the group for which we are identifying the treatment effect? Describe it 

briefly.

c) Which are the two other groups for which we cannot identify the treatment effect? 

Describe them briefly.
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Difference-in-Differences: When to Use It

• In many cases, the treatment assignment rules of the 

program are not as clear or as well defined as discussed in 

the previous approaches. 

• If that is the case, approaches such as experimental 

evaluation, regression discontinuity design, and instrumental 

variable will not be feasible. 

• If baseline data is available, one possibility is to use 

difference-in-differences.



Difference-in-Differences: When to Use It

 The difference-in-differences approach requires stronger assumptions than previous 

approaches and is only feasible if there is available baseline data for both 

participants and non-participants.

– Baseline data must be from a pre-intervention period.

 This method does not require specifying treatment assignment rules.

 In this method, we compare the changes in outcomes (impact indicators) over time 

between a treatment group (participants of the intervention) and a control group 

(non-participants of the intervention). 

– This is the reason why the method is called difference-in-differences.



Difference-in-Differences: Example

Consider the following situation

Program: training program for coffee producers

Objective: increasing productivity, which is 

measured in a scale from 0 to 1

Eligible units: coffee growers in a specific region

Selection to participate: farm characteristics + 

interview with the coffee grower

Impact evaluation objective: estimating 

the impact of the program on productivity



Baseline

TG

CG

Difference-in-Differences: Example



Baseline and Endline

TG

CG

Difference-in-Differences: Example



Impact Calculation

TG

CG

CG trend

𝐈𝐦𝐩𝐚𝐜𝐭 = 𝐁 − 𝐀 − 𝐃 − 𝐂
= 𝟎. 𝟕𝟒 − 𝟎. 𝟔𝟎 − 𝟎. 𝟖𝟏 − 𝟎. 𝟕𝟖

= 𝟎. 𝟏𝟒 − 𝟎. 𝟎𝟑
= 𝟎. 𝟏𝟏

Difference-in-Differences: Example



Difference-in-Differences: Assumptions

In the absence of the intervention, 

outcomes of treatment and control 

groups would display equal 

trends.

• If this holds, it means that 

the changes in outcomes 

observed over time for the 

control group represent 

the changes in outcomes 

that would have been 

observed for the treatment 

group in the absence of 

the intervention.

• Treatment and control 

groups do not have to be 

exactly equal at baseline. 

Treatment and control 

groups should not be 

affected heterogeneously 

by other factors 

simultaneous to the 

intervention.

• If this does not hold, 

impact estimation 

may be biased.

Groups composition 

(treatment and control) 

should not change 

significantly over time 

(before and after the 

intervention).

• There cannot be too 

much attrition, 

otherwise, impact 

estimation may be 

biased.



There is no way to test assumptions 1 and 2, but some common validity checks are:

– Check for equality of pretreatment trends between groups;

This requires at least two observations before the intervention for both groups;

– Conduct “placebo” tests:

• Using a fake treatment group that we are sure was not affected by the 

intervention;

• Using a fake outcome variable that we are sure was not affected by the 

intervention;

• Using different control groups to test the sensibility of the results.

Difference-in-Differences: Assumptions



Difference-in-Differences: Impact Calculation

To calculate the impact, we take two steps:

1. Calculate the difference in the before-

and-after outcomes for each group:

Treatment group (TG): 𝑌1
𝑇G − 𝑌0

𝑇G

Control group (CG): 𝑌1
𝐶G − 𝑌0

𝐶G

This first difference controls for fixed 

factors at the group level (both 

observable and unobservable) since 

we are comparing each group to itself 

over time

Calculate the difference between the        

two previous differences to estimate 

the impact:

This second difference controls for 

time-varying factors that affect the 

two groups in the same way. 

Impact = 𝑌1
𝑇G − 𝑌0

𝑇G − (𝑌1
𝐶G − 𝑌0

𝐶G)

2.



Difference-in-Differences: Impact Calculation

In practice, we can estimate the impact using a regression:

𝑌𝑖𝑡 = 𝛼 + 𝛽𝑇𝑖 + 𝛾𝐷𝑡 + 𝛿(𝑇𝑖 × 𝐷𝑡) + 휀𝑖𝑡

where:

• 𝑌𝑖𝑡 is the outcome of interest for individual 𝑖 at period 𝑡;
• 𝑇𝑖 is a dummy variable that indicates treatment status (it is 

equal to 1 if 𝑖 is in the treatment group and is equal to 0 if 𝑖 is 

in the control group);

• 𝐷𝑡 is a dummy variable that indicates the time period (it is 

equal to 0 if the observation refers to the pre-intervention 

period and is equal to 1 if the observation refers to the post-

intervention period);    휀𝑖𝑡 is an error term.

The impact will 

be given by 𝛿.



Difference-in-Differences is a less robust approach than the 

previous methods and requires stronger assumptions to 

provide unbiased impact estimates.

• The equal trends assumption must hold for the estimated 

impact to be unbiased. It is a very strong assumption and 

its validity cannot be tested.

• If other simultaneous factors are present and affect the 

difference in trends between treatment and control 

groups, impact estimation using this approach will be 

invalid or biased.

Difference-in-Differences: Limitations



Exercise 7: 
Difference-in-Differences

• Conceptually, how do the estimators differ from the ones obtained with 

experimental design?

• What are the assumptions we need for the DiD estimates to be valid (unbiased)? 

In groups, discuss and answer the following questions: 

• Estimate the impacts of the intervention on fertilizer use, maize yield, 

and consumption per capita using a difference-in-differences approach. 

Does the intervention have any impacts? 
(Note that this approach requires the inclusion of three dummy variables in your 

regressions: the time period and treatment status dummies, and also a dummy interacting 

the time period and the treatment dummies to reflect the actual treatment.)



Exercise 7: 
Difference-in-Differences

In groups, discuss and answer the following questions: 

• What would have happened if we had ignored the 

non-experimental nature of this case and had run a simple 

regression of the outcome of interest on the treatment indicator 

instead (“naïve estimator”)?

• Compare the results you obtained with the ones denoted as 

“naïve estimators.” How do difference-in-differences estimates 

compare to those? What are the differences in the point estimates, 

standard errors, and p-values? Where do you think 

these differences come from?

• How do you compare results including covariates with the 

ones obtained before? Does the inclusion of covariates 

matter in this case?
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As discussed 

earlier, the 

treatment 

assignment rules of 

the program are not 

as clear or as well 

defined as 

discussed in the 

previous 

approaches. 

If that is the case, 

approaches such as 

experimental 

evaluation, 

regression 

discontinuity design, 

and instrumental 

variable will not be 

feasible. 

If baseline data is 

available, another 

possibility, besides 

using difference-in-

differences, is to use 

matching.

Matching: When to Use It



In this method, we 

use statistical 

techniques to 

construct an 

artificial control 

group.

For each treated 

unit, we find at least 

one untreated unit 

that is as similar as 

possible considering 

relevant observable 

characteristics prior 

to the intervention. 

All untreated units 

selected this way will 

compose the control 

group.

Matching: When to Use It



Consider the following situation:

Matching: Example

An intervention designed to assist rural households in switching from raising 

chickens exclusively for self-consumption to a model that increases 

production and creates a surplus of eggs and chickens to be 

commercialized.

The main component of the intervention is a half-day training session (the 

treatment).

Participation is voluntary and open to all rural households in the targeted 

villages.

There are no budgetary restrictions to justify random assignment of the 

treatment in each village.



Matching: Example

A team of evaluators would like to assess the impact of this 

intervention on some outcomes as the number of eggs that 

households produce, consume, and sell per month. 

How can they do a “with and without the treatment” analysis 

in this case?

In visits to the villages, the evaluators realized that households 

with a large number of hens are more likely to benefit from 

the training, as they need fewer investments to switch production 

models. 

On the other hand, households with many members have less 

interest in participating because of their higher consumption 

needs.



Matching: Example

In other words, there is evidence that 

self-selection into the treatment is 

largely driven by two observables 

characteristics: number of hens in the 

brood, and number of members in the 

household. 

Therefore, the evaluators decide to 

compare households that are similar 

in these two dimensions, matching 

each treated household to a non-

treated household of similar size and 

with approximately the same number 

of hens. 

These matched non-treated households 

will provide the counterfactual: they will 

simulate how the treated households 

would perform if they had not 

participated in the training session. 

The impact will be estimated taking the 

average of the differences in 

outcomes between each pair of 

matched households.



Matching: Assumptions

1. Conditional Independence: conditional on a set of relevant observable 

variables 𝑋𝑖, potential outcomes (𝑌𝑖
0, 𝑌𝑖

1) are independent of treatment (𝑇𝑖):

(𝑌𝑖
0, 𝑌𝑖

1) ⊥ 𝑇𝑖|𝑋𝑖

It implies that the outcome for an untreated unit can serve as a predictor of what 

the outcome for a treated unit with the same relevant observable characteristics 

would have been in the absence of the intervention. 

This assumption cannot be tested.



Matching: Assumptions

2.  Common Support: if 𝒑 𝑿 is the probability of being treated, then it must 

be the case that 𝟎 < 𝒑 𝑿 < 𝟏.

It states that there are no values for 𝑋 such that we could be sure if a 

certain unit was treated (𝑇 = 1) or not (𝑇 = 0).

It guarantees comparability between groups (treatment and control).

It is possible to provide evidence about this assumption, as discussed 

later. 



Matching: Exact Matching

In exact matching, 

for each treated unit, 

we try to find at least 

one untreated unit 

that has exactly the 

same relevant 

observable 

characteristics.

In this process, we should consider all 

observable characteristics that are relevant 

to determine participation in the intervention 

and future expectations.

Matching should rely only on pre-treatment

characteristics that have not been affected 

by the intervention.



Treated
ID Sex Age Per Capita Family Income

1 F 21-30 0-500

2 F 21-30 501-700

3 M 31-40 0-500

4 F 31-40 501-700

5 M 21-30 501-700

6 M 41-50 501-700

7 M 51-60 0-500

8 F 41-50 501-700

Untreated
ID Sex Age Per Capita Family Income

9 F 21-30 701-1000

10 M 41-50 501-700

11 F 21-30 701-1000

12 M 31-40 1001-1500

13 F 31-40 1001-1500

14 M 21-30 501-700

15 F 41-50 501-700

16 M 61-70 501-700

Matching: Exact Matching

Example:

Consider a training program and suppose we are using exact matching to 

estimate the impact of the intervention on wages.

Matched units (“pairs”): 5 and 14, 6 and 10, 8 and 15



1

2
3

Matching: The Curse of Dimensionality
If the list of relevant observable characteristics is 

large, it might not be possible to identify an exact 

match for treated units. Example:

Matching based on sex (male or 

female) and employment status (employed 

or unemployed): 2x2=4 possible groups

Matching based on sex (male or female), employment status 

(employed or unemployed) and age groups (5 options): 

2x2x5=20 possible groups

This is known as the curse of dimensionality. 

Matching based on sex (male or female), employment status 

(employed or unemployed), age groups (5 options) and region of 

residence (4 options): 2x2x5x4=80 possible groups



Matching: Propensity-

score Matching

The curse of dimensionality can be solved 

by using propensity-score matching.

Instead of trying to find exact matches for each treated 

unit in terms of all relevant characteristics, we “synthesize” all 

relevant information in only one variable: the propensity-score.

The propensity-score corresponds to the estimated probability of being 

treated based on all relevant observable characteristics. 

Once again, we should estimate it considering 

all observable pretreatment characteristics 

that are relevant to determine participation 

in the intervention and future expectations.

1 2
The propensity-score 

ranges from 0 to 1. 



Matching: Propensity-

score Matching

We estimate the propensity-score for each unit 

(both treated and untreated).

We will try to match each treated unit to an untreated unit 

with similar propensity-score. These matched untreated 

units will become the control group for impact estimation.

1
Notice that we only 

have to consider one 

variable/dimension in 

the matching process: 

the propensity-score.

We can match 

each treated unit 

to one or more 

untreated unit(s). 

In the matching process, we can 

consider matches in which 

propensity-scores are exactly equal 

or close enough to each other 

(considering a predetermined 

tolerable distance criterion).

2 3



Matching: Propensity-score Matching

Example:

Consider the same training program as before and suppose we are using 

propensity-score matching to estimate the impact of the intervention on wages.

Matched units (“pairs”): 1 and 9, 2 and 11, 3 and 16, 5 and 14, 6 and 10, 8 and 15

Treated

ID Sex Age
Per Capita Family 

Income
Propensity-score

1 F 21-30 0-500 0.66

2 F 21-30 501-700 0.78

3 M 31-40 0-500 0.50

4 F 31-40 501-700 0.98

5 M 21-30 501-700 0.85

6 M 41-50 501-700 0.87

7 M 51-60 0-500 0.99

8 F 41-50 501-700 0.90

Untreated

ID Sex Age
Per Capita Family 

Income
Propensity-score

9 F 21-30 701-1000 0.61

10 M 41-50 501-700 0.87

11 F 21-30 701-1000 0.80

12 M 31-40 1001-1500 0.20

13 F 31-40 1001-1500 0.25

14 M 21-30 501-700 0.85

15 F 41-50 501-700 0.90

16 M 61-70 501-700 0.45



Matching: Matching Possibilities 

and the Tradeoff between Bias 

and Variance

When we are matching untreated units to treated units, 

the following questions emerge:

How many untreated units should we match to 

each treated unit?

How similar in terms of propensity-score should 

the matched treated and the untreated units be?

Should we allow the same untreated unit to be 

matched to more than on treated unit?

• Matching with or without replacement



Matching: Matching Possibilities 

and the Tradeoff between Bias 

and Variance

We would like our impact estimator to be unbiased and precise 

(i.e. to have a small variance), meaning that we need to 

minimize both bias and variance.

The choice of type of matching involves a tradeoff between 

bias and variance:

• If we consider only one untreated unit for each treated 

unit (the most similar one in terms of the propensity-

score), we are reducing bias but at the cost of increasing 

variance, as the sample size is reduced.

• If we consider many untreated units for each treated 

unit, we are reducing variance as the sample size 

increases, but we may be introducing bias as less 

similar units will also be considered.



Matching: Matching Possibilities 

and the Tradeoff between Bias 

and Variance

Examples of matching algorithms:

Nearest 

neighbor

Each treated unit is matched to one or more untreated 

units with similar propensity-scores (minimum distance).

Caliper
Is a variation of the nearest neighbor matching where a 

tolerance level on the maximum propensity score 

distance (caliper) is imposed. 

Radius
All untreated units within the caliper are matched to the 

treated unit.

Kernel

A weighted average of all untreated units is used to 

estimate the counterfactual outcome of the treated unit. 

Higher weights are given to untreated units that are closer 

to the treated unit in terms of propensity-score. 



Matching: Impact Calculation

The impact is calculated by comparing the outcome of interest 

(impact indicator) between treated units (treatment group) and 

matched untreated units (control group):

𝛽𝑋 = 𝔼 𝑌𝑖 𝑿𝑖 = 𝒙, 𝑇𝑖 = 1 − 𝔼 𝑌𝑖 𝑿𝑖 = 𝒙, 𝑇𝑖 = 0

𝔼[𝑌𝑖
0|𝑋𝑖 = 𝑋, 𝑇𝑖 = 1] = 𝔼[𝑌𝑖

0|𝑋𝑖 = 𝑋, 𝑇𝑖 = 0] = 𝔼 𝑌𝑖 𝑿𝑖 = 𝒙, 𝑇𝑖 = 0

(𝑌𝑖
0, 𝑌𝑖

1) ⊥ 𝑇𝑖|𝑋𝑖
Conditional 

Independence



Matching: Impact Calculation

Steps:

2

3

1
Estimate the propensity score for each unit (using probit or logit models)

Choose how to match treated to untreated units (e.g. nearest neighbor, 

radius) and identify matches

Estimate the impact by comparing the outcome of interest (impact indicator) between 

treated units (treatment group) and matched untreated units (control group)

• Dependent variable: intervention participation

• Independent variables: observable pre-treatment or unaffected characteristics that are relevant to 

determine participation in the intervention and future expectations

• The propensity score is the estimated probability

• Check for common support

• Identify matches

• Use a regression where propensity scores can be used to create weights



Matching: Impact Calculation

Once treated and untreated units are matched and treatment and control groups 

for the impact evaluation are defined, it is recommended to test if observable 

characteristics are well balanced between groups. 

Notice that the impact will be estimated considering only treated units that were 

matched, i.e. units in the common support.

It’s not always the case that common support is valid.

• We should always compare treatment and control groups 

distributions of propensity-scores to get some evidence 

about the validity of this assumption.

We have evidence of common support if 

distributions are overlapping.



Matching: Impact Calculation

Example: lack 

of common 

support in a 

training 

program impact 

evaluation



Matching: Limitations

For matching methods to be implemented, there must be extensive data 

from pre-treatment periods and a large sample. 

The method relies on a very strong assumption (conditional 

independence) that may not be valid and cannot be tested.

• It is not possible to rule out the possibility that there might be bias 

from unobservable characteristics.

There might be a lack of common support.

The method is less robust than the other methods previously discussed.

• Combining it with other methods (e.g. difference-in-differences) is 

very common and useful. 



:

Exercise 8: Propensity- score Matching

1. Given the evidence that selection into the treatment was based on observable 

characteristics, would you recommend using matching to form comparable treatment and 

control groups? If so, in which characteristics would you do the matching?

2. Is it feasible to use exact matching in this case? If not, how would you implement 

propensity-score matching?

3. Which assumptions must hold for the propensity-score matching approach to be valid?

4. Given the evidence of village-specific shocks and the usual concern that geographic 

characteristics and weather shocks are important for agricultural outcomes, would you 

recommend and exact matching at the village level first? If so, describe the two-stage 

procedure you would use.

5. If you decide to run a regression on the matched sample, which covariates would you 

include in your regression? Why?

6. If the evaluators in this example did not have baseline data, could they still use 

propensity-score matching? What would be the limitations of using only follow-up 

data in this estimation? How can evaluators mitigate these concerns?

In groups, discuss and answer the following questions:



SUGGESTED READINGS

The following impact evaluations conducted by the Independent Office of 

Evaluation (IOE) of the International Fund for Agricultural Development 

(IFAD) provide examples of real evaluations using propensity-score matching: 

• Republic of Mozambique, Sofala Bank Artisanal Fisheries Project (2016)

• Republic of India, Jharkhand-Chhattisgarh Tribal Development 

Programme (2015)

• Democratic Socialist Republic of Sri Lanka, Dry Zone Livelihood Support 

and Partnership Programme (2013)

Available at: www.ifad.org/web/ioe/ie



Difference-in-Differences with Propensity 

Score Matching

When to use it

Assumptions Group excercise

Impact calculations

Limitations



Some of the approaches discussed so far can be combined to 

obtain other types of estimators.

• Main advantage: a less restrictive hypothesis. 

A very useful combination is that of difference-in-differences 

with propensity score matching (DiD + PSM).

• It is often used in impact evaluations of agricultural 

interventions. 

DiD + PSM: When to Use It 



As in the case of difference-in-differences, DiD + PSM is only 

feasible if there is available baseline data for both participants 

and non-participants. 

DiD + PSM should be used when the selection was based on 

observable characteristics but it also allows unobservable 

characteristics that do not change over time to simultaneously 

influence participation decision and potential outcomes.

DiD + PSM: When to Use It 



DiD + PSM: Assumptions

DiD + PSM relies on more flexible assumptions 

than difference-in-differences and propensity 

score matching alone. 

The assumptions are:

1. 𝑬 𝒀𝒊𝒕𝟏
𝟎 − 𝒀𝒊𝒕𝟎

𝟎 𝑻𝒊 = 𝟏, 𝒑 𝑿𝒊 ] = 𝑬 𝒀𝒊𝒕𝟏
𝟎 − 𝒀𝒊𝒕𝟎

𝟎 𝑻𝒊 = 𝟎, 𝒑 𝑿𝒊 ]

This is not as strong as the conditional independence 

assumption of PSM.

If outcomes evolution trends for treatment and control 

groups are similar, it holds. 

2. Common support: 𝟎 < 𝒑 𝑿 < 𝟏



DiD + PSM: Impact calculation

DiD + PSM estimates the following parameter:

where 𝑌𝑖𝑡
𝑑 is the outcome at time period 𝑡 for unit 𝑖

when its treatment status is 𝑑.

𝐼𝑚𝑝𝑎𝑐𝑡𝑡0,𝑡1 = 𝐸 𝑌𝑖𝑡1
1 − 𝑌𝑖𝑡0

1 𝑇𝑖 = 1, 𝑝 𝑋𝑖 ] − 𝐸 𝑌𝑖𝑡1
0 − 𝑌𝑖𝑡0

0 𝑇𝑖 = 0, 𝑝 𝑋𝑖 ]



DiD + PSM: Impact calculation

Steps:

Estimate the propensity score

• Consider only pre-treatment observable characteristics that 

are relevant for participation decision.

Use a matching algorithm to match treated to untreated units

Apply the difference-in-differences method to estimate the intervention impact

Only matched units should be considered:

• Treatment group = treated units that were matched

• Control group = untreated units that were matched

2

3

1



DiD + PSM: Limitations

As in the case of difference-in-differences, this 

approach is only feasible if there is available 

baseline data;

• Baseline data quality will be crucial.

If participation decision is also based on unobservable 

characteristics that vary over time or if there are other 

simultaneous factors that affect the difference in trends between 

treatment and control groups, impact estimation using this 

approach will be biased (as it is in the case of difference-in-

differences). 



Exercise 9: Difference-in-Differences 
with Propensity Score Matching

In groups, discuss and answer the following questions:

1. Why did the evaluators extend their comparison to include also a “before 

and after the project” analysis for the key indicator (income)? In other 

words, what were the gains of extending the propensity-score matching 

estimation with the difference-in-differences approach?

2. What can you say about the impact of the intervention using estimated 

using propensity-score matching only? How does this result change when 

we also consider previous levels?

3. What are the limitations of using recall questions to access baseline? 

How can it bias the results?



SUGGESTED READINGS

The impact evaluation for the “Agricultural 

Support Project ” (Georgia, 2017) conducted by 

the Independent Office of Evaluation (IOE) of the 

International Fund for Agricultural Development 

(IFAD) is an example of a real evaluation using 

DiD + PSM. 

Available at: www.ifad.org/web/ioe/ie
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Approaches Review and Comparison

Approach Control Group Conditions

Experimental 

Evaluations
Units that were not assigned to participate.

Treatment and control groups must be similar regarding

observable and unobservable characteristics (i.e., 

randomization worked, which can be guaranteed as long as 

the sample sizes of the groups are large enough).

Regression 

Discontinuity Design

Compares individuals in the vicinity of the 

cutoff score that defines program eligibility 

and/or participation.

There must be a well-defined cutoff score in a running 

variable that defines program eligibility and/or participation. 

Candidates should not be able to manipulate their 

performance in this variable.

Instrumental Variable Non-participants who are compliers.
There must be an exogenous instrument. The estimated 

impact refers only to the group of compliers.

Difference-in-

Differences

Non-participants whose information is 

available for at least two periods (one 

before and one after the intervention).

In the absence of the intervention, treatment and control 

groups would have shown equal trends over time.

Propensity-score 

Matching

Non-participants who present estimated 

probabilities of participating similar to those 

observed among participants (considering 

observable characteristics only).

There should be no omitted variables that could bias the 

estimation (e.g. different unobservable characteristic 

between the treatment and control groups).



SUGGESTED READINGS

For more information about impact evaluation 

methods and steps, check the Evaluation 

Manual (2015) of the Independent Office of 

Evaluation (IOE) of the International Fund for 

Agricultural Development (IFAD).

Available at: www.ifad.org/web/ioe/methodology
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Course Overview

Module 1: 

Introduction to Impact Evaluation

Module 2: 

Experimental Evaluations

Module 3:

Non-Experimental Approaches – Part I

Module 4: 

Non-Experimental Approaches – Part II

Module 5: Challenges in Evaluating 

Agricultural Projects and Case Studies

DAY 5



Challenges in Evaluating

Agricultural Projects

Definition of sample unity

Self-selection

Spillover effects

Data collection

Baseline data



Impact evaluation of agricultural projects has 

specific issues and challenges, as commented 

and discussed next. 

Challenges for

Evaluating Agricultural Projects



Definition of Sample Unity

• Many agricultural projects are designed to improve production or 

agricultural results;

➢ Typical impact indicators: gross margins, crop prices, yields, 

productivity, agricultural investment, spending on agricultural 

inputs, technology adoption, changes in land use patterns, crop 

and varietal diversification, and food for home production.

• Data collection for these types of outcomes can be challenging, starting 

with the definition of the sample unit to be considered;

➢ Production is often linked to multiple plots and crops and decision-

making processes take place at the household level. 



Self-Selection
As in any other field, agricultural projects

often involve self-selection of participants;

When this is the case, estimating the impact of 

the project can be challenging, as the simple 

comparison between participants and 

nonparticipants can produce biased estimates 

of impact:

• Difference between groups = impact + 

innate differences;

• More data and stronger assumptions 

will be needed to estimate project 

impacts.



Spillover Effects
• Spillover effects refer to impacts of a project on households or individuals who are not directly beneficiated 

by the project. 

• They include: 

➢ Externalities and interaction effects:

• Refer to how a project can have effects on nonparticipants.

• These effects are common in agriculture where practices (production and mechanisms for interacting 

with the market) are often transferred from farmer to farmer. In fact, many agricultural extension and 

technology transfer projects are often designed to have spillover effects. 

• Example: a project that trains a limited number of farmers in a certain technology to create a 

critical mass of knowledge that will spread it to other non-participant farmers in the same region.

➢ General equilibrium effects:

• Refer to how a project can have broader effects on the local economy. 

• Example: a project can lead to changes in prices for inputs for a particular output, which would be 

considered a general equilibrium effect.



Spillover Effects

• Recall that if there are spillover effects on the identified control group, this may lead to biased 

estimates of the project impact. 

Example: 

• Consider an agricultural project that provides High Yielding Variety (HYV) seeds.

• Suppose there was a randomized control trial (RCT) to randomly distribute the seeds to 

farmers in a predefined region. 

• Impact evaluation will be compromised if those selected to receive the HYV seeds 

(treatment group) share them with their neighbors who were not selected (control group). In 

this case, the control group is “contaminated” and the project impact will be underestimated. 



Spillover Effects

• Challenges for conducting impact evaluations when there are spillover effects:

o Spillover effects can be quite large and often exceed the direct effects of the project;

o Example: agricultural projects where technology is easily transferred;

o If this is the case, failing to recognize these effects can dramatically underestimate the 

overall impact of a project. 

o A proper evaluation design should capture both direct and spillover effects and calculate the 

overall project effect. 



Spillover Effects

• To incorporate the estimation of spillover effects on the impact evaluation design, we need to 

understand why they occur so that we can identify the group of nonparticipants that are 

indirectly affected by the project;

• Recall that this group cannot be part of the control group of the impact evaluation as they 

are “contaminated” by the project;

• Instead, they will compose the treatment group for the spillover analysis. 

• Just as in the case of direct effects, to estimate a project’s indirect effects we will need to 

estimate the counterfactual, i.e. we will need a group of individuals similar to the indirect 

beneficiaries, but who were not at all affected. 



Spillover Effects

• Two strategies may be considered (Angelucci and Di Maro (2010)):

• Use double randomization; or

• Explore eligibility criteria. 

• Four groups will be required:

1) Direct beneficiaries;

2) Control group for direct beneficiaries;

3) Indirect beneficiaries;

4) Control group for indirect beneficiaries.



Spillover Effects

• If there is double randomization in an agricultural project:

• Eligible farmers will be randomly assigned to one of the four groups;

❖ Direct beneficiaries will be those who are assigned to participate in the project;

❖ Indirect beneficiaries will be those who may benefit from indirect effects of the project (e.g. farmers 

in the same community or whose farms are close to the farms of the beneficiaries);

❖ Control groups for both direct and indirect impacts estimation will be composed by the remaining 

eligible farmers, who must be not at all affected by the project.

• Comparing direct beneficiaries to their control group will give us an estimate of direct project effects;

• Comparing indirect beneficiaries to their control group will give us an estimate of project spillover 

effects.

• To estimate the overall impact of the project, we should consider both direct and spillover effects.



Spillover Effects

• When considering spillover effects, it may be the case that indirect beneficiaries 

are not part of the eligible population.

• In this case, we should use the same procedure for impact estimation as 

before. The only difference is that indirect beneficiaries and their control group 

will be composed of non-eligible units. 



Data Collection

Data collection is challenging because

of the complexity of agriculture:

• Multiple products;

• Numerous plots;

• Distinct seasons;

• Multiple inputs; 

• Frequent self-employment; 

• Multiple activities per household (e.g. agriculture 

and participation on other labor markets).

The logistics involved are also complex due to the fact 

that units and farmers tend to be widely geographically 

dispersed.



Data Collection

• Timing of data collection:

➢ Refers to the period (month, year)

in which the data will be collected.

➢ Aspects to be considered:

• Agricultural year vs. calendar year

❖ Agricultural surveys should request information 

regarding the previous agricultural year;

❖ Data should be collected by the end of the season to 

reduce the recall period and measurement error.

• Baseline

It’s highly recommended that baseline data is collected 

in order to cover information regarding the agricultural 

year that was not yet affected by the intervention.



Data Collection

• Timing of data collection:

➢ Aspects to be considered (cont.):

• Harvest and sales:
• If the agricultural project is focused on increasing productivity and income,

surveys should be administered after the main agricultural season takes place;

• Collecting data when the main season crops have not yet been harvested

will be problematic, as farmers would be forced to predict expected production, 

which would lead to measurement errors that might generate inaccurate 

estimates of project impacts. 

• If the main focus of a project is to improve access to markets and increase 

commercialized production, data collection should be set up after the majority of the 

agricultural sales have taken place.

• Collecting data right after the end of the harvest would not be advisable 

because the commercialization stage might have not yet started. Farmers 

would not be able to provide accurate figures for the amount of production sold, 

commercialization costs or market prices. 

• Follow-up surveys should always be collected in the same period of the 

year in which the baseline was collected.



Data Collection

• Periodicity of data collection:

➢ Refers to the time between the baseline 

administration and the follow-up surveys;

➢ Main factor to be considered: the estimated time 

that it is expected to take for the project to have 

impacts;

• Previous evidence and knowledge about the 

context and the project is fundamental.



Baseline Data

• In any impact evaluation, baseline data from a moment prior to the 

intervention is useful for checking the comparability of treatment and control 

groups.
• In the case of randomized control trials, for example, baseline data is often 

used to check if the groups are in fact similar in terms of observable 

characteristics averages. If they are, we have evidence that the control group 

can be used to simulate the treatment group’s outcomes in the absence of 

the intervention.

• As discussed before, if there is evidence that groups are not balanced, when 

estimating the impact we should control for these characteristics to avoid bias.

• In sum, baseline data is extremely important in the context of impact 

evaluations and its availability directly affects which methods

could be used.



Baseline Data

➢ When the impact evaluation in planned ahead of the intervention, it is highly 

recommended that it includes baseline data collection.

➢ For ongoing interventions with no available baseline data, to recover this type 

of information it is possible to:

• Use secondary data (e.g. administrative data, censuses)

• Use memory recall questions in follow-up surveys. 



Baseline Data

In the case of the use of recall questions: 

• This approach has limitations, since information tends to be less precise, 

especially when using long recall periods or when considering information

that people might have difficulties to recall accurately. 

• Including too many recall items in a survey also affect its length and the time 

needed to complete it, which can also negatively influence data quality.

• Information is subject to bias (Bamberger (2010)). Examples:

• Unintentional: individuals might answer what they suppose the 

evaluator/interviewer would like to hear.

• Intentional: individuals might prefer to answer in a way they suppose

could benefit them (e.g. increase their chance of continuing or

entering the intervention).

• Whenever possible, triangulation of available information should

be used to check the quality of recall information.



SUGGESTED READINGS

For more information on reconstructing baseline data and examples, check:

Bamberger, M., (2010). Reconstructing Baseline Data for Impact 

Evaluation and Results Measurement, The World Bank.



SUGGESTED READINGS

The following impact evaluations conducted by the Independent Office of 

Evaluation (IOE) of the International Fund for Agricultural Development 

(IFAD) provide examples of real evaluations with inexistent or deficient 

baseline and the use of recall data: 

• Georgia, Agricultural Support Project (2017)

• Republic of Mozambique, Sofala Bank Artisanal Fisheries Project (2016)

• Republic of India, Jharkhand-Chhattisgarh Tribal Development 

Programme (2015)

• Democratic Socialist Republic of Sri Lanka, Dry Zone Livelihood Support 

and Partnership Programme (2013)

Available at: www.ifad.org/web/ioe/ie



Case Studies



Case Studies Exercises

Participants will be divided into 5 groups;

Each group will work on a different case study. 



Case Studies Exercises
Groups are supposed to: 

1. Read the case study; 

2. Discuss which impact evaluation approach would be best;

3. Define treatment and control groups; 

4. Briefly describe the assumptions; 

5. Briefly describe how to calculate the impact;

6. Prepare a small presentation (use the template provided in 

your USB device); and

7. Present their work to the other groups.
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Case Study Template



Project 
Description  
Part I

Location:

Main objectives: 



Project 
Description  
Part II

Participation selection criteria:

Impact indicators:



Impact 
Evaluation –
Part I

Method:



Impact 
Evaluation –
Part II

Treatment and Control Groups:

Assumptions:



Impact 
Evaluation –
Part III

Impact calculation:



Potential 
Challenges 
and Caveats



Next steps
Course Feedback Survey: 

• Completion required to have access to assessment

• Access available two weeks after course is over

Assessment

• Access available one month after the course

• One month time limit to complete

Assessment Feedback Survey: 

• Available after the assessment



Thank you


